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Abstract - Sign language recognition serves as a critical communication aid for the deaf-mute community, enabling seamless
interaction with the hearing population. While deep learning models have demonstrated remarkable recognition accuracy, their
large model size makes deployment on resource-constrained edge devices challenging. Knowledge distillation is highly effective
in compressing heavy models; however, the classic knowledge distillation approach relies on a static temperature setting, which
limits the student model's ability to acquire rich inter-class knowledge from the teacher. This study validates the effectiveness of
the Distribution-Aware Dynamic Temperature Knowledge Distillation framework for Indian Sign Language gesture recognition.
MobileNetV2 is employed as the teacher model, and two student configurations - MobileNetV2 a=0.5 and a=0.35, representing
moderate and aggressive compression levels respectively, are evaluated across multiple performance parameters. Experimental
results demonstrate a consistent accuracy improvement of approximately 6% (a=0.5) and 5% (a=0.35) over classic knowledge
distillation across both student configurations, with model size reduced from 33.93MB to 5.76MB and 4.64MB, respectively. The
quantized student models achieve a maximum compression ratio of 12.85x%, retaining 95.92% recognition accuracy with an
inference time of 3.63ms, enabling real-time gesture recognition on Raspberry Pi. These results demonstrate the effectiveness of
DAD-DTKD for sign language recognition and its potential for compressed model deployment on edge devices.

Keywords - Edge Al, Dynamic temperature setting, Indian Sign Language, Model compression, Knowledge distillation.

concerns in legal and health-related matters pose a major
hindrance. Hence, there is a need for a real-time, automated

1. Introduction
The World Health Organization (WHO) estimates that

approximately 20% of the global population, representing
more than 1.5 billion individuals, suffers from some degree of
hearing loss, and 430 million among them have disabling
hearing loss [1]. The World Federation of the Deaf (WFD)
estimates that more than 70 million deaf individuals belong to
signing Deaf communities. In India, the 2011 Census reported
approximately 5 million individuals had hearing impairment.
Sign language is the principal mode of communication for the
majority of deaf-mute individuals [2].

The traditional approach involves employing a sign
language interpreter, which is neither efficient nor cost-
effective due to the scarcity of interpreters and their
unavailability round-the-clock [2]. Additionally, limited
availability in rural areas and privacy and confidentiality

OSE)

sign language translation system that can assist deaf
individuals and promote social and digital inclusion of the
community in the modern era.

Various approaches have been proposed over the years to
develop an automated system for the recognition of sign
language. Earlier approaches relied on sensor-based hardware
solutions [3-5], followed by Machine Learning (ML) - based
approaches that worked on handcrafted features [6, 7]. Sensor-
based approaches often require a controlled environment and
expensive hardware, which limits their practical deployment.
Handcrafted-feature-based ML approaches depend on
manually designed features and exhibit limited robustness and
generalization under variations in user gestures and
environmental conditions.
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The computer vision era then enabled camera-based
gesture recognition with the help of Visual Pattern
Recognition Networks (VPRNs). VPRNs are Deep Neural
Network (DNN)-based models designed to automatically
learn and recognize visual patterns from image data and thus
reduce the dependence on handcrafted features.

Their application to Sign Language Recognition (SLR)
has resulted in significant improvements in recognition
performance and hence has been widely adopted by
researchers [8-10]. Various researchers have successfully
demonstrated the effectiveness of VPRNs for SLR [11, 14].
VPRN architectures based on VGG [8], and ResNet [9], and
MobileNet [15, 16] have demonstrated high SLR performance
with reported accuracies exceeding 90% on image-based
classification tasks [17, 18].

SLR systems are typically intended for deployment at the
user end, where available edge devices often face constraints
on available memory, computational power, and power
resources. However, VPRNs used for SLR are inherently large
in size and require considerable computational resources,
memory and power for their execution. These limitations
make it difficult to deploy VPRNSs on edge devices having
limited resources and necessitate compression of these models
to reduce their size and enable efficient edge deployment [19-
21].

Several model compression techniques, such as Pruning
[22, 23], Quantization [24], Low Rank Approximation (LRA)
[25], and Knowledge Distillation (KD) [21], have been widely
reported in the literature for lowering DNN model size and
computational demands [26-30]. Among these approaches,
KD has emerged as an effective model compression
technique. It is based on a teacher—student framework, in
which knowledge from a larger teacher model is transferred to
a smaller student model [26]. This enables the student model
to learn from the teacher while maintaining a lower model
complexity.

However, the classical teacher-student KD framework
applies a single, fixed temperature to all input samples,
although different sign samples may have different levels of
recognition difficulty [25]. This fixed, static temperature may
not provide the most suitable knowledge transfer for every
sample. This motivates the use of a dynamic temperature that
can adapt to the characteristics of individual samples [25].
Recently, researchers have started exploring dynamic
temperature strategies for KD.

One such approach is Dynamic Temperature Knowledge
Distillation (DTKD) [27], which adjusts the temperature
based on the highest output score among the possible sign
classes predicted by the teacher model. This allows the
student model to better learn from teacher outputs that are
adjusted according to the characteristics of each sample [27].

363

However, the maximum output score does not consider
the scores of the other sign classes, which may result in
incomplete knowledge being transferred to the student. This
may limit the student's ability to learn the relationships among
classes with similar output scores and consequently affect its
recognition performance.

To address this limitation, this research proposes
Distribution-Aware Delta-based Dynamic Temperature
Setting Knowledge Distillation (DAD-DTKD), which
determines the temperature for each sample based on the
teacher's entire output distribution.

By considering the complete output distribution, DAD-
DTKD enables the student model to receive more
comprehensive knowledge from the teacher and aims to
improve the recognition performance of the compact student
model while maintaining a smaller model size.

The paper is organized into seven sections. Section 2
discusses the related work. Section 3 introduces the DAD-
DTKD framework, while Section 4 describes its application to
Indian Sign Language Recognition (ISLR). Section 5 presents
the experimental setup, and Section 6 discusses the obtained
results. Finally, Section 7 concludes the paper.

2. Related Work and Research Gap

This section presents a review of recent reported studies
on SLR, ISLR, and model compression methods applied to
VPRNSs used for ISLR.

2.1. Sign Language Recognition Approaches

SLR is a system used to recognize sign language from
hand gestures, hand shapes, and body movements of deaf
individuals and convert it into text or speech so that it can be
understood by hearing individuals. SLR thus plays a crucial
role in reducing this gap and enhancing communication for the
deaf-mute community.

The growing interest of researchers in SLR has led to the
development of various approaches, which have gradually
evolved over the years from traditional sensor-based methods
to recent vision-based deep learning systems.

Recent review studies have also summarized this
evolution, highlighting the development of different SLR
approaches, datasets, and recognition methods [3]. Figure 1
illustrates the trend in SLR publications across different
methodological categories from 2015 to 2025.

The results indicate a gradual shift from sensor-based and
conventional ML approaches toward DNN-based approaches,
with a notable increase in DNN-based publications during this
period. (Source: Google Scholar keyword-based search, Aug
2026)
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Fig. 1 Approximate publication trend in sign language recognition research by methodology (2020-2025)

Early hardware-based approaches relied primarily on data
gloves [4], accelerometers, ElectroMyoGraphy (EMG)
sensors [3], and Inertial Measurement Unit (IMU)-based
wearable devices [22]. These techniques demonstrated
promising recognition accuracy above 90% under controlled
laboratory conditions. However, they were impractical due to
the high cost of specialised hardware, user discomfort and
inconvenience, poor scalability, and strict environmental
requirements.

Subsequently, with the emergence of ML, researchers
shifted toward vision-based approaches using handcrafted
features. Features describing hand shape, texture, and motion
were extracted and classified using algorithms such as K-
Nearest Neighbours (KNN), Support Vector Machines (SVM)
[5], and Random Forest classifiers [23]. These approaches,
applied to features such as HOG and SIFT, achieved
recognition accuracies in the range of 80% to 96%. Recent
work has also combined SIFT with Bag-of-Visual-Words
(BoVW) and SVM for sign language alphabet recognition,
further demonstrating the use of handcrafted visual features
with conventional ML classifiers [7]. However, these methods
remained heavily dependent on manual feature engineering,
controlled lighting, and hand orientation and hence were
limited by their generalization across diverse real-world
settings. Recent developments in computer vision and deep
learning have facilitated the adoption of camera-based
approaches for SLR without the need for wearable hardware
[11]. Prominent CNN architectures, including VGG [8],
ResNet [9], InceptionV3 [10], and the MobileNet family [15-
17], have demonstrated outstanding ISL recognition
performance, achieving recognition accuracies between 90%
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and 99.69% [18]. Recent studies have further explored CNN-
based architectures such as EfficientNet for ISLR,
demonstrating the continued development of deep learning-
based approaches for improving recognition performance
[12]. CNN-based approaches have also been extended to
address practical challenges in ISLR, such as occlusion, by
combining CNN features with gesture information to improve
recognition under challenging conditions [18]. This high
recognition accuracy is attributed to the automated feature
learning capability of CNNs. This reduces the dependence on
handcrafted feature extraction. Despite the substantial
improvements in recognition accuracy and user convenience,
the deployment of these DNN models on end-user devices
remains difficult due to their resource requirements.

Many high-performing models require substantial
computational resources and memory, and consume
considerable power [20]. For instance, VGG-16 contains
approximately 138 million parameters, while ResNet-50
contains approximately 25 million parameters [21, 22]. Such
large parameter counts demand significant memory and
computational power, making direct deployment on resource-
constrained devices difficult [20]. For the deaf-mute
community specifically, the end-use assistive device must be
compact, energy-efficient to support extended battery life, and
capable of delivering rapid inference to facilitate real-time
gesture-to-text and gesture-to-audio conversion. To address
this challenge, model compression techniques have become
essential for developing efficient SLR systems suitable for
edge deployment. Some recent studies have also explored
lightweight architectures such as the MobileNet family [15-
17], which are specifically designed for mobile and embedded
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applications and are therefore suitable for SLR applications.
These architectures were developed to alleviate the
computational load of conventional CNNs and have relatively
lower parameter counts and model sizes. For ISL recognition,
MobileNetV2 combined with transfer learning has also been
explored for real-time recognition, demonstrating high
recognition accuracy with low computational and memory
requirements [14]. However, lightweight CNN architectures
may still contain redundant parameters when adapted to a
particular task, and their real-world deployment on resource-
limited edge devices such as Raspberry Pi remains
challenging, as it often results in thermal throttling and high
power consumption during inference [19]. Therefore, further
compression of these models can help improve their suitability
for resource-constrained edge deployment.

2.2. Model Compression for Edge Devices

Various model compression techniques reported in the
literature include pruning, quantization, LRA and KD [19,
20]. Pruning reduces model complexity by eliminating
redundant and less important parameters from the network
[22]. Pruning methods are broadly classified into two
categories: structured and unstructured pruning. In
unstructured pruning, weights are eliminated individually
from different locations in the network, and thus help to
achieve high sparsity with minimal impact on accuracy.
Structured pruning takes a coarser approach by eliminating
complete filters, channels, or layers rather than individual
weights, resulting in a systematic reduction in model
complexity and more practical hardware acceleration. [22,
23].

A commonly explored unstructured pruning strategy is
magnitude-based pruning, in which individual weights are
ranked according to their L1 or L2 magnitude, and weights
with lower magnitudes are removed [22]. Pruning has been
extensively studied across domains, typically achieving
parameter reduction of 50-90% with accuracy retention in the
range of 88-97% depending on the pruning ratio and fine-
tuning strategy applied [22, 23]. However, this technique is
highly sensitive to the selection of parameters for removal, and
aggressive pruning without careful fine-tuning leads to
accuracy degradation. Quantization reduces the memory
footprint and computational requirements of a model by
approximating the inherent 32-bit Floating-Point (FP32)
representation of model parameters using lower bit-width
formats such as INT8 or Float16 [24]. INT8 quantization can
provide substantial memory reduction and inference speedup
on compatible hardware while maintaining comparable
recognition accuracy, typically achieving 2-4x memory
reduction and up to 3.25x inference speedup with minimal
accuracy loss [24]. TensorFlow Lite, an inference framework
tailored for edge and mobile deployment, supports
quantization in multiple formats - dynamic range, INT8, and
Floatl6 quantization, with Float16 being widely adopted for
edge deployment due to its balance between compression and
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accuracy preservation [24]. TFLite allows Floatl6
quantization where weights are stored as 16-bit floats, which
is the approach adopted in the present study. While
quantization provides significant compression benefits,
aggressive low-bit quantization leads to accuracy degradation.
Hence, careful selection of the quantization method is required
for fine-grained recognition tasks such as ISL, where subtle
inter-class differences are critical [13].

LRA works by decomposing higher-order weight tensors
into lower-order representations, thereby simplifying the
computational complexity of matrix operations within deep
neural networks [25]. While LRA has shown promising
compression results, it involves computationally intensive
decomposition procedures and requires careful selection of
rank hyperparameters, making it less straightforward to apply
compared to other compression methods. KD follows a
teacher—student learning framework, where the smaller
student model learns from the knowledge of a larger, well-
trained teacher model [26]. The student model is trained with
both ground truth hard labels and the soft label distributions
distilled from the teacher, enabling it to perform comparably
to the teacher despite being significantly smaller in size. KD
has demonstrated consistent accuracy retention with model
size reductions of 4-10x across various computer vision tasks
[19], making it an effective compression technique for
maintaining high recognition accuracy at reduced model
complexity. KD has also been investigated for model
compression on resource-constrained edge devices, where a
smaller student model learns knowledge from a larger teacher
model to reduce model complexity while maintaining
performance [21]. Unlike pruning and quantization, KD does
not merely simplify an existing model but actively transfers
rich inter-class relationships captured in the teacher's soft
output distributions to the student, resulting in superior
generalization [26]. This characteristic makes KD particularly
suitable for SLR applications where preserving subtle
discriminative features between visually similar gesture
classes is essential. Although KD is a very effective
compression technique, the distillation parameters that play a
very important role in the distillation process are not yet fully
explored by the research community. One such critical
distillation parameter -temperature (T) is used to control the
smoothening of the teacher's logit outputs for each input
sample and is typically set to a fixed value during the entire
distillation process. However, in practical scenarios, samples
can vary in difficulty, with some being easy to recognize and
others being more difficult. The level of smoothness applied
to each sample should be varied accordingly. Such a Dynamic
Temperature Setting (DTS) enables a student model to better
capture the logit distribution among the correct and incorrect
classes and thereby helping the student understand the input
samples more effectively. Very few research efforts have been
initiated in this direction, and several studies [27, 31-33] have
demonstrated encouraging results. Wei et al. [27] proposed
Dynamic Temperature KD (DTKD), which sets the
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temperature dynamically based on the sharpness of the output
distribution, and applies it to both teacher and student
simultaneously. Another study by Islam et al. [31] has
presented a dynamic temperature scheduler that adjusts T
based on the cross-entropy loss gap between the teacher and
student models. However, the temperature is adjusted at the
epoch level and not at the sample level. This limits its
adaptability to individual sample difficulty. Adaptive multi-
teacher KD presented by [32] uses learnable dynamic
temperature, and it works across multiple teachers
simultaneously. Liu et al. [33] investigated class-specific
temperature settings, applying different T values for target and
non-target classes separately.

All the above methods set T based on training dynamics
or sharpness and do not consider the overall shape of the
teacher's logit distribution, which is important for conveying
to the student why other competing classes are not correct.
Additionally, limited work has explored the use of DTS for
edge deployment, particularly for assistive technology
applications such as ISL recognition. Table 1 summarizes the
existing reported research in SLR and KD. As evident from
the table, the majority of the reported studies address different
aspects of SLR, model compression, KD, dynamic
temperature setting, and edge deployment. However, the
combination of these aspects, particularly the use of
distribution-aware DTS for knowledge transfer in compressed
SLR models, remains insufficiently explored.

2.3. Research Gaps

Based on the above review, the identified research gap
between the existing work and the proposed work can be
summarized as follows.

VPRNSs have achieved high recognition accuracy in SLR,
but their large size and high computational, memory, and
power requirements make deployment on resource-
constrained edge devices difficult. Therefore, greater
model compression is needed while maintaining
recognition accuracy.

Pruning, quantization, LRA, and KD have been widely
used for model compression. However, higher

compression can lead to a loss in recognition accuracy.
KD is particularly useful because a smaller student model
can learn knowledge from a larger teacher model.
However, classical KD uses a fixed temperature for all
samples, which may not be suitable for samples with
different output distributions and level of recognition
difficulty.

Dynamic temperature approaches such as DTKD have
been introduced to overcome the limitation of fixed-
temperature KD. However, approaches based mainly on
the maximum teacher output score do not consider the
complete output distribution. Therefore, a more effective
temperature-setting approach that considers the
characteristics of the teacher's output distribution requires
further investigation.

Although KD and lightweight models have been explored
for SLR, limited work has investigated distribution-aware
dynamic temperature setting for compressed VPRNs in
ISLR. In addition, the combined use of KD and
quantization for ISLR on edge devices has received
limited attention. Therefore, this work investigates
whether distribution-aware dynamic temperature setting
can improve knowledge transfer to smaller student
models while reducing model size and maintaining
recognition accuracy.

Based on the identified research gaps and the objectives
of the proposed approach, this study aims to investigate the
following Research Questions (RQ)

RQ1l: Can DAD-DTKD effectively compress
MobileNetV2 for ISL gesture recognition while preserving
recognition accuracy close to the teacher baseline model?

RQ2: How do two student configurations, MobileNetV2
0=0.5 and 0=0.35, perform under DAD-DTKD guided
training in terms of accuracy, model size, and inference
efficiency?

RQ3: Is the DAD-DTKD compressed student model
compatible with Floatl6é quantization for real-time
deployment on Raspberry Pi edge hardware?

Table 1. Comparative summary of existing sign language recognition and knowledge distillation studies with respect to key research dimensions
addressed in the present study

Dynamic

SLR T

Study ISL | KD

Assistive
output

Distribution
aware

Edge

deploy Quantization

Katoch et al. 2022 [6]

Wali et al. 2023 [3]

Tao et al. (2024) [7]

Singla et al. 2024 [11]

Vidhyalakshmi et al.
2024 [12]

Das et al. 2024 [13]

NN IS NS
el x|a
XX | X |IX|X[X[Xx
XIX| X |IX|IX[X[>x

Sharma et al. 2023 [14]
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XX | X X |IX|X|>x
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Lamaakal et al.
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Lin et al. 2026 [21]

Lucian et al. 2025 [34]
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Shunzhi Yang et al.,
2025 [34]

Lin et al. ATMKD 2024
[32]

Liu et al. 2025 [33]
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3. Methodology

This section presents the application of DAD-DTKD to
ISL gesture recognition. The main objective is to develop a
lightweight compressed student model that can recognize ISL
gestures in real-time while retaining the accuracy at par with
the full-scale teacher model.

3.1. DAD-DTKD Brief Overview

The classic KD proposed by Hinton [29] distills the
knowledge to the student model using fixed temperature T.
The soft label probability for each class is computed as given
in Equation (1).

Zj
eT

1)

Where,
Pi = probability of class i
Zi = logit corresponding to class i

The T value is usually set empirically between the range
1to 10. This does not reflect the variability in difficulty levels
of input samples. Hence, the student model receives limited
knowledge about other incorrect classes, which may affect the
student model's performance. To address this, it is necessary
to accommodate the input image difficulty levels during the
distillation process. The DAD-DTKD approach dynamically
adjusts the temperature based on the standard deviation of
logits, as shown in Equation (2), and measures the spread of
logit values across the classes, as shown below.

6 = StdDev(z;, — z) (2)
Where,
z;: Teacher logits.

z¢: Student logits.
6 measures the variability of disagreement across all

classes.
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A lower standard deviation indicates higher similarity
between teacher and student logit distributions. It means the
student is performing well, and accordingly, a lower T value
can be set. In contrast, a higher standard deviation indicates
greater disagreement between the teacher and student logits,
indicating that the student requires stronger guidance from the
teacher, so T can be set to a higher value accordingly. This T
is set dynamically as given by Equation (3).

T = Tiin + (Tnax — Tmin) 0(6) €))
Where,
Tonin @nd T4, define the allowable range.

o ()is the sigmoid function.

teacher—student

Temperature  adapts to

disagreement.

according

The dynamic temperature T*is then incorporated into the
distillation loss as given in Equation (5), replacing the fixed
Tof classic KD.

Lp = T?kL(p( 1l p) @)
Liotar = akcg + BLyp (5)

Where:

L¢g: cross-entropy loss with true labels.
Lgp: distillation loss.

a, 3: weighting coefficients.

This distribution-aware dynamic temperature setting
results in richer and more precise distillation of knowledge to
the smaller student model.

3.2. ISL Dataset

The effectiveness of the DAD-DTKD framework is
demonstrated on the publicly available ISLRTC-referred ISL
dataset [30]. The dataset consists of 36 classes, 26 classes
representing the English alphabet A-Z, and 10 classes for



Seema Bhalgaonkar et al. / 1JETT, 74(10), 362-377, 2026

numeric digits 0-9. A total of 36,000 images are included in
the dataset, with 1,000 images for each class. An image has a
resolution of 250x250 pixels, captured under different
backgrounds and under varying lighting conditions, thus
providing diverse training data. This dataset was chosen as it
contains complete ISL fingerspelling, including all alphabets
and digits, and is acknowledged by ISLRTC - an autonomous
centre for ISL established under the Ministry of Social Justice
and Empowerment, Government of India. The Government of
India and provides sufficient samples per class for reliable KD
training. Despite its significance, very limited research has
been reported on model compression applied to this dataset.
Train/validation/test split.

An 80:20 split was used to separate the dataset into
training and validation sets. Training robustness was further
improved through data augmentation, including randomly
flipping images horizontally and applying small rotational
variations of up to £10°, and random zoom within £10% are
applied during training. The experimentation is conducted
using the TensorFlow Keras preprocessing pipeline.

3.3. Model Selection

The study employs a widely used MobileNetV2
architecture for both the teacher and the student model.
MobileNet family models are lightweight and specially
designed for edge devices. This architecture relies on depth-
wise separable convolutions as its core building block. It
further incorporates inverted residual blocks and linear
bottlenecks, which enable high image classification
performance, with significantly fewer parameters compared to
standard architectures such as VGG and ResNet [11].

This makes MobileNetV2 a preferred choice for real-time
ISL gesture recognition on resource-constrained edge
hardware. For experimentation, one teacher model full
capacity MobileNet V2 and two smaller student models with
distinct compression levels - 42 % and 51 % less parameter
size (0=0.5and 0.35) are employed. The teacher and student
share the same architectural design, which differs only in
channel width and thus enables a clean and fair comparison of
model performance and avoids architectural mismatch as
knowledge transfer is more direct.

3.4. Teacher - MobileNetV?2 (a=1.0)

A pre-trained full-capacity MobileNetV2 with width
multiplier o = 1.0 is employed as the teacher model. The full
capacity configuration is deliberately selected as it possesses
the ability to learn rich and discriminative feature
representations from the ISL gesture classes, thereby serving
as a reliable source of soft targets during distillation. The
teacher model is pre-trained on ImageNet and subsequently
fine-tuned on the ISLRTC-referred ISL dataset, achieving a
recognition accuracy of 98.69% and thus serves as a strong
and well-validated knowledge source. The teacher model
weights are frozen during the distillation process, ensuring
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that only the student model parameters are updated through
DAD-DTKD guided training.

3.5. Student - MobileNetV2 (a=0.5)

Two student models, which differ in the width of the
channels as 0=0.5 and 0=0.35, are chosen for a thorough
analysis of the DAD-DTKD approach. The width multiplier o
defines the number of channels in each convolutional block of
MobileNetV2 [10, 11]. The method provides a simple and
reproducible means of compression by reducing the
complexity of the network architecture. These width
multipliers are standard values commonly reported in the
literature for MobileNetV2-based compression studies. Here,
o is the width control parameter that is used to reduce the
number of channels in each layer by half in the MobileNetV2
[11].

The first configuration with 0=0.5 corresponds to the
moderate compression case when each layer of the student
architecture has half the number of channels of the teacher
model. Such a setup ensures that the student model has enough
capacity to perform gesture recognition correctly. However, at
the same time, it allows substantial reductions in memory
usage and computation costs. The second configuration with
0=0.35 refers to the aggressive compression setting, which
leads to a more compact model architecture. This makes it
well-suited for deployment in resource-limited environments
such as edge devices. This setup is intentionally chosen to
verify the ability of DAD-DTKD to maintain accuracy under
the most stringent architecture constraints.

3.6. Why DAD-DTKD Suits ISL

The ISL dataset comprises visually similar alphabet pairs
like M/N, U/V, R/W, where subtle differences in hand
configuration are the only distinguishing features. Such
similar gestures produce similar logit distributions, making
accurate knowledge transfer to the student particularly
challenging. A fixed temperature setting fails to adapt to such
critical class pairs and treats all samples equally, regardless
of their inter-class similarity. Hence, it may produce wrong
classification of visually ambiguous gestures by the student
model. The dynamic temperature setting of DAD-DTKD, on
the other hand, adjusts T value based on the standard
deviation of the teacher's logit distribution, accommodating
the varying difficulty levels across gesture classes. For
visually similar gestures, the teacher model produces a
relatively flat logit distribution reflecting lower confidence.
In such a scenario, the DAD-DTKD assigns a higher T value,
which provides greater smoothing and reveals more
information about the relationships among competing
classes. For visually distinct gestures, the teacher model
produces sharp logit distribution, reflecting high confidence,
and hence DAD-DTKD assigns a lower T value to retain the
stronger class distinctions in the teacher output. This
distribution-aware dynamic temperature mechanism makes
DAD-DTKD particularly well suited for fine-grained
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recognition tasks such as ISL, where preserving inter-class
distinctions is critical for reliable gesture classification. Both
the DAD-DTKD trained student models, although
compressed, are further optimized for edge deployment
through TFLite quantization. Since Raspberry Pi has limited
memory and processing capability, quantization is applied
further to reduce model size beyond what is achieved through
knowledge distillation alone. TensorFlow Lite is a
lightweight inference framework designed for edge and
mobile deployment is employed to convert these trained
student models to an optimized TFLite format.

In this process, the 32-bit floating point weight
representations are converted to 16-bit floating point
representations and help to achieve approximately 2x
reduction in model size with minimal impact on recognition
accuracy. Float1l6 quantization is specifically chosen instead
of more aggressive INT8 quantization to preserve the subtle
inter-class distinctions critical for reliable ISL gesture
recognition. Both student models - MobileNetV2 o=0.5 and
a=0.35 - are converted to TFLite Float16 format and evaluated
on Raspberry Pi for real-time deployment. The overall
pipeline of the proposed approach is shown in Figure 2. Both
the teacher and student models receive the preprocessed and
augmented ISLRTC ISL data as input. The pre-trained, fixed
teacher MobileNetV2 model with a=1.0 predicts the soft
logits. The DAD-DTKD calculates the dynamic temperature
T based on the standard deviation of the logit values. The
student model is updated using distillation loss. Both trained
student models are subsequently converted to TFLite Float16
format and deployed on a Raspberry Pi for real-time ISL
gesture recognition.

ISL Dataset (36 classes, 36000 images)

Data Augmentation

Teacher: MobileNetV2 0=1.0 (frozen, 97.96%)

DAD-DTKD Module (dynamic T* from standard deviation)

Student: MobileNetV2a=0.5 / ¢=0.35

TFLite Float16 Conversion

Raspberry Pi Deployment

Fig. 2 Proposed DAD-DTKD pipeline for ISL gesture recognition-from
knowledge distillation training to edge deployment

4. Experimental Setup
4.1. Experimental Environment

All experiments are conducted on a Linux workstation
with an AMD Ryzen 5 7600 processor and 32GB RAM, with
GPU-accelerated training using NVIDIA GeForce RTX 4070
with 12GB VRAM. The TensorFlow version used is 2.20.0,
and the Python version is 3.10. TensorFlow Lite framework is
used for quantization and for edge inference. For the
deployment, Raspberry Pi 4 Model B with 8GB RAM and
ARM Cortex-A72 quad-core processor clocked at 1.8GHz is
used. The Raspberry Pi OS is 32-bit, and the camera module
is V2, having 8MP with no IR and is suitable for varying
lighting conditions. TensorFlow Lite for edge inference.

4.2. Training Configuration
The training configuration for the teacher and student
models is as follows

4.2.1. Teacher Model:

e Architecture: MobileNetV2 (a=1.0), pre-trained on
ImageNet and fine-tuned on the ISL dataset

e Epochs: 250 with Adam optimizer

e Initial learning rate: 1x1073, fine-tuning learning rate:
1x10°°

e Input image size: 96x96 pixels, batch size: 16

4.2.2. DAD-DTKD Student Models:

e  Architecture: MobileNetV2 (¢=0.5 and 0=0.35)

e Epochs: 150 with Adam optimizer, learning rate: 1x1073

e Reference temperature: T_ref = 5.0, temperature range:
1.0-50

e Loss weighting coefficient: a = 0.5 (equal weighting of
CE and KD loss)

e Batch size: 16

4.3. Evaluation Metrics

The following evaluation metrics are used for the
comprehensive evaluation of the proposed DAD-DTKD ISL
recognition system.

4.3.1. Accuracy

Accuracy is used as the primary metric for gesture
recognition performance in this study. As given by Equation
(6), itis the ratio of correctly classified gesture samples to total
validation samples [6, 18].

TP+TN

Accuracy = ——
Y = TPTN+FP+EN

(6)
4.3.2. Precision

Precision is used to measure how reliable positive
predictions are, and as given in Equation (7), it is calculated
as the number of true positive predictions divided by the total
positive predictions per class [6, 18, 26].

TP
TP+FP

Precision =

U]
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4.3.3. Recall

Measures how well the model detects each gesture class
and is calculated as the number of true positive predictions
divided by the total number of actual positive instances, as
shown in Equation (8) [6, 18].

TP
TP+FN

Recall = (8)
4.3.4. F1-Score

F1-score is computed as the harmonic mean of precision
and recall, and it is the most comprehensive single metric for
multi-class recognition given by Equation (9) [6, 18].

PrecisionxRecall
Fl—score =2 X ————

Precision+Recall (9)
4.3.5. Inference Time
A critical metric for real-time edge deployment is

inference time and is calculated using Equation (10).

It is the average time in milliseconds per image during
validation, and it is measured on both the training machine and
the Raspberry Pi [6, 18].

Inference Time = 124 x 1000ms (10)
N

4.3.6. Frames Per Second (FPS)

FPS is derived from inference time, and it indicates the
real-time capability of the deployed model, given by Equation
(11) e, 18].

FPS = 1000

(11)

Tinf

4.3.7. Model Size

Model size is the size of the saved model file in
megabytes and can be calculated for both Keras and TFLite
formats. It directly reflects the memory footprint on the edge
device.

4.3.8. Compression Ratio (CR)

CR, as given by Equation (12), is the ratio of teacher
model size to student model size and quantifies the degree of
compression achieved by DAD-DTKD [6, 18].

CR = Pteacher (12)

Pstudent

5. Results and Discussion

This section presents the results of all teacher-student
model configurations. The results are discussed with respect
to three research questions: RQ1, RQ2, and RQ3. Table 2
summarizes all performance metrics, and Figures 3-5 provide
a visual comparison of the achieved results.

Table 2. Comparative performance evaluation of baseline, vanilla KD, DAD-DTKD, and quantized models in terms of accuracy, compression, and
inference efficiency

Accuracy | Precision | Recall F1- Inference Model
# Model o (%) (%) (%) Score Time (ms) FPS Size CR
(%) (MB)
p | MobileNetv2 |, | g 59 9872 | 9869 | 98.70 57.67 1734 | 3393 | 1x
(baseline)
p | MobileNetv2 | o | 4 gg 9196 | 91.96 | 91.96 39.69 2519 | 576 | 5.89x
(vanilla KD)
3 | MobileNetv2 | o0 | o) g5 91.92 | 91.92 | 91.92 8.73 11453 | 464 | 7.31x
(vanilla KD)
4| DAD-DTKD | 05 | 97.96 97.96 | 97.96 | 97.96 39.69 2519 | 576 | 5.89x
5 | DAD-DTKD |035| 96.92 96.92 | 96.92 | 96.92 8.73 11453 | 464 | 7.31x
Quantized
6| e | 05| 969 96.96 | 96.96 | 96.96 4.69 21319 | 376 | 9.02x
Quantized
7| paartzet o35 | 9592 9592 | 9592 | 9592 3.63 27553 | 264 | 12.8x

5.1. Accuracy Analysis

The recognition performance of the teacher and student
model configurations is evaluated in terms of accuracy,
precision, recall, and Fl-score. The MobileNetV2 teacher
model with a=1.0 achieves 98.69% and thus establishes a
strong reference knowledge source. The recognition accuracy
of all model configurations is evaluated and compared, as
summarized in Table 2 and illustrated in Figure 3. The F1
score for the teacher model is 98.69%, precision 98.72% and
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recall 98.69%. This indicates the teacher model is performing
well and confirms the teacher model is a well-trained
knowledge source for transferring knowledge to the compact
student models.

Before applying DAD-DTKD to student models, the
classic KD approach is used, and two student models are
trained with this knowledge; these two models are Vanilla KD
with a=0.5 and 0=0.35. These models achieved an accuracy
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of 91.96% and 91.92%, resulting in around 6 % drop in
accuracy as compared to the teacher model. This accuracy
drop indicates that transferring knowledge to compact student
models using a fixed temperature does not fully preserve the
teacher’s recognition performance.

The DAD-DTKD distilled student models with 0=0.5
achieved 97.96% accuracy, which is 6 % higher than the
vanilla KD student model, whereas the DAD-DTKD student
with 0=0.35 achieved 96.92% accuracy, which is improved by
5 % over vanilla KD.

This shows consistent improvement across both
configurations. DAD-DTKD determines the temperature
according to the teacher's output distribution for each sample.
This allows the knowledge transfer to adapt to the
characteristics of individual samples. Furthermore, by
considering the complete output distribution rather than only
the highest output score, DAD-DTKD provides the student
model with more information about the relative scores of
different sign classes, rather than relying only on the highest
output score.

This relative score information, often referred to as dark
knowledge, indicates how the teacher relates different classes
for a given input. For example, two visually similar ISL signs
may receive similar output scores from the teacher, even when
only one is the correct class. This information helps the
student learn the relationships among similar sign classes.
Since the student model has fewer parameters and a lower
learning capacity than the teacher, such additional information

provides useful guidance during training. The student can
therefore learn the teacher's class relationships more
effectively and retain higher recognition performance despite
its smaller model size.

Direct comparison with existing state-of-the-art methods
is limited because DTKD and other dynamic temperature
methods have mainly been evaluated on general image
classification datasets rather than SLR or ISL tasks. On
CIFAR-100 and ImageNet, DTKD reports accuracy
improvements over vanilla KD ranging from approximately
0.76% to 2.83%, depending on the teacher—student model
configuration.

In comparison, DAD-DTKD achieves an improvement of
approximately 6.00 percentage points for o = 0.5 and 5.00
percentage points for a = 0.35 over vanilla KD on the ISL
dataset. Although these results are obtained on different
datasets and tasks and therefore do not represent a direct
benchmark comparison, the larger improvement observed
with DAD-DTKD suggests that considering the complete
teacher output distribution can be beneficial for ISL gesture
recognition, particularly when different sign classes have
similar visual characteristics.

These results demonstrate that DAD-DTKD consistently
improves the recognition accuracy of both student
configurations while maintaining the same student model size
as the corresponding vanilla KD models. Thus, DAD-DTKD
effectively preserves recognition performance under model
compression and positively addresses RQ1.

100

75
= 50
oy
o
=
Q
Q
< 25
0
Teacher
(a=1.0) (a=0.5) (a=0.35)

Accuracy Comparison Across Model Configurations

Vanilla KD Vanilla KD DAD-DTKD DAD-DTKD Quantized Quantized
(a=0.5)

Models

DAD-DTKD DAD-DTKD
(@=0.5)  (a=0.35)

(a=0.35)

Fig. 3 Accuracy comparison across teacher, vanilla KD, DAD-DTKD, and quantized DAD-DTKD configurations (¢=0.5 and ¢=0.35)
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5.2. Model Compression Analysis

The model size and Compression Ratio (CR) are analyzed
across the different model configurations and are summarized
in Table 2 and illustrated in Figure 4. The original teacher
model, MobileNetV2, has a size of 33.93MB.

The DAD-DTKD distilled student models with 0=0.5
have a size of 5.76MB, resulting in a 5.89x reduction, and the
student with a=0.35 has 4.64MB, which is a 7.31x reduction.
This shows a significant reduction achieved while maintaining
high recognition accuracy of 97.96% and 96.92%,
respectively.

Reducing the width multiplier o decreases the number of
channels in the MobileNetV2 layers, which reduces the
number of parameters and the overall model size. Such a
reduction can limit the model's capacity to learn useful
discriminative features and may result in lower recognition
accuracy.

However, DAD-DTKD provides the student model with
detailed inter-class relational knowledge from the teacher.
This additional knowledge guides the student during learning
and reduces its dependence on independently learning these
class relationships. Therefore, the compact student model can
maintain high recognition performance despite having fewer
parameters.

The model with a=0.5 is moderately compressed with
5.89x% reduction in model size, whereas the student model with
0=0.35 is aggressively compressed with 7.31x reduction in
model size and is suitable for highly constrained devices. Both
configurations maintain acceptable accuracy and address
RQ2.

The systematic evaluation of two student configurations
addresses RQ2, demonstrating that DAD-DTKD performs
effectively across both moderate and aggressive compression
scenarios.

Model Size & Compression Ratio
40
30
)
<
@ 20
N
n
2
Q
= 10
0
Teacher (a=1.0) DAD-DTKD DAD-DTKD  Quantized DAD- Quantized DAD-
(a=0.5) (0=0.35) DTKD (o=0.5) DTKD (a=0.35)
models

Fig. 4 Model size and Compression Ratio (CR) comparison across teacher, DAD-DTKD, and quantized DAD-DTKD configurations

5.3. Inference Efficiency Analysis

Inference time and FPS are also evaluated to address the
efficiency dimension of the proposed DAD-DTKD. The
baseline model 0=1.0 has an inference time of 57.67ms and
17.34 FPS. This shows the model is large and comparatively
slower during inference, further motivating the need for
compression.

The DAD-DTKD student with a=0.5 has an inference
time of 39.69ms and 25.19 FPS, so the model is both faster as
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well as 5.89x smaller and DAD-DTKD 0=0.35 has 8.73ms
and 114.53 FPS. The improvement in inference efficiency is
mainly due to the reduced number of channels and parameters
in the compact student models, which reduces the
computational operations required during inference.

Fewer computations result directly into lower inference
time and higher FPS. The 0=0.35 DAD-DTKD student
demonstrates that aggressive compression does not
necessarily compromise inference speed, addressing RQ2.
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Fig. 5 Inference time and FPS comparison across teacher, DAD-DTKD, and quantized DAD-DTKD configurations deployed on Raspberry Pi

5.4. Effect of Quantization

To address RQ3, both DAD-DTKD student models are
converted to TFLite Floatl6 format and evaluated for
performance after quantization. The quantized student model
with 0=0.5 has achieved 96.96%, with only 1.0% drop from
DAD-DTKD accuracy of 97.96%. The quantized student
model with 0=0.35 achieves an accuracy of 95.92% with only
1.0 % drop from the DAD-DTKD accuracy of 96.92%.

This minimal accuracy degradation shows that the
proposed DAD-DTKD models are compatible with Float16
quantization. Floatl6 quantization reduces the numerical
precision of the model weights from 32-bit to 16-bit, while
retaining the learned weights of the model. Therefore, the
learned knowledge of the student model is largely preserved,
resulting in only a small reduction in accuracy despite the
additional model compression.

As shown in Figures 3 and 4, the application of
quantization has provided additional model size reduction,
with the quantized student model with a=0.5 resulting in a
3.76MB model size and with a CR of 9.02x. The Quantized
a=0.35 student model has an even smaller size of just 2.64MB,
resulting in 12.85x CR. Thus, the combined DAD-DTKD +
quantization achieves the highest compression ratio among the
evaluated configurations.

As illustrated in Figure 5, the inference time of both
models when deployed on Raspberry Pi is 4.69ms and 3.63ms,
respectively, which is faster than their respective unquantized
inference times, 39.69ms (¢=0.5) and 8.73ms (0=0.35). This

shows the real-time deployment capability of the proposed
models. These results confirm that DAD-DTKD compressed
models are fully compatible with Floatl6 quantization,
affirmatively addressing RQS3.

5.5. Ablation Study

An ablation study is conducted to validate the
contribution of the distribution-aware dynamic temperature
setting in DAD-DTKD. The same student architectures are
used in both cases, with only the temperature strategy changed
from fixed T in vanilla KD versus dynamic temperature in
DAD-DTKD.

As shown in Table 2, DAD-DTKD achieves 97.96%
accuracy for a=0.5 compared to 91.96% with vanilla KD,
resulting in an improvement of 6.0 %. Similarly, for a = 0.35,
DAD-DTKD achieves 96.92% compared to 91.92% for
vanilla KD, giving an improvement of 5.0 %. The
improvement is observed for both student configurations
while the student architecture and model size remain
unchanged. This indicates that the dynamic temperature
strategy contributes to the improved recognition performance
of DAD-DTKD.

Figure 6 illustrates the relationship between teacher
confidence and dynamically computed temperature T. A
negative relationship is observed, where T decreases from
approximately 1.65 to 1.1 as teacher confidence increases
from 0.5 to 0.9. This enables the temperature to adapt to the
teacher's output distribution for individual samples.
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Temperature vs Confidence
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Fig. 6 Relationship between teacher model confidence and DAD-DTKD computed dynamic temperature T during ISL distillation training. Higher
teacher confidence corresponds to lower T, confirming the distribution-aware temperature adaptation mechanism

Figure 7 shows the distribution of T values across all ISL
training samples. The T values range from 1.1 to 1.65, with
the majority concentrated between 1.2 and 1.45, forming an
approximately normal distribution centered around 1.3. This

indicates that the proposed method assigns a range of
temperature values across the training samples rather than
using a single fixed temperature, and demonstrates DTS
across the 36 ISL gesture classes.

Dynamic Temperature Distribution
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Fig. 7 Distribution of dynamically computed temperature values T across the ISL training samples. The approximately normal distribution centered
around T*=1.3 indicates stable and consistent temperature setting by DAD-DTKD across 36 ISL gesture classes

Figure 8 presents the scatter plot of T against training loss.
No strong correlation is observed between T and loss values -
confirming that T is determined purely by the teacher logit
distribution and not by training loss. This distinguishes DAD-
DTKD from loss-based dynamic temperature methods such as
DTS and supports the distribution-aware nature of the
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proposed temperature setting. Together, the quantitative
comparison and three visualizations validate that DAD-
DTKD adapts temperature as theoretically described,
supporting distribution-aware dynamic temperature as an
effective mechanism for knowledge distillation in ISL gesture
recognition.
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Fig. 8 Scatter plot of dynamic temperature T against training loss during DAD-DTKD distillation

6. Conclusion

Sign language recognition is critical for the deaf-mute
community, for whom VPRN-based SLR systems serve as an
effective assistive technology. However, the large model size
of VPRN-based SLR systems hinders their deployment on
resource-constrained edge devices typically used at the user
end. This study successfully applies the DAD-DTKD
framework to the ISL dataset, evaluating two student
configurations- MobileNetV2 a=0.5 and 0=0.35, deployed on
Raspberry Pi with TFLite Floatl6 quantization.

The proposed DAD-DTKD effectively compresses
MobileNetV2 while preserving recognition accuracy,
achieving a consistent 5.00-6.00 % improvement over vanilla
KD across bhoth student configurations, affirmatively
addressing RQ1. The moderately compressed student 0=0.5
achieves 5.89x compression with 97.96% accuracy, while the
aggressively compressed student 0=0.35 achieves 7.31x
compression with 96.92% accuracy, thereby systematically
addressing RQ2. Both configurations demonstrate high
recognition performance despite undergoing significant
architectural compression. Both student models are further
compatible with Float16 quantization, achieving a maximum
compression ratio of 12.85x with 95.92% accuracy and
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